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�ABSTRACT



The throughput performance of TCP in Mobile-IP [1] was investigated. Compared to the normal IP routing scheme, Mobile-IP introduces additional overheads such as tunnelling, fragmentation, the dogleg route and the handover overhead. The extent of the degradation on TCP performance when using Mobile-IP compared to normal IP routing was determined. The overheads of tunnelling, fragmentation, the dogleg route and the handover overhead were also examined individually to determine the main factor that affects TCP performance the most. 









TCP PERFORMANCE IN MOBILE-IP



Consider the case of Fig. 3. The correspondent node is sending a file using FTP to a mobile node. The packets that the correspondent node sends will first be routed to the router located at the home network of the mobile node, which also acts as the home agent. When the home agent receives these packets, it will add an extra IP header to the packet (this process is called IP-in-IP encapsulation) and then forwards this packet to the care-of address of the foreign agent.



When the foreign agent receives the encapsulated packet, it will remove the extra IP header (this process is called decapsulation), and then sends the decapsulated packet directly to the mobile node. 



In normal IP routing, there is generally no need for IP-in-IP encapsulation and decapsulation of the IP packets. When Mobile-IP is under operation, the encapsulation at the home agent and the decapsulation at the foreign agent introduces an additional processing overhead. We call this overhead the tunnelling overhead.



For Mobile-IP, when IP packets are sent to the mobile node by the correspondent node, the packets will have to first reach the home agent. The home agent then forwards the packet to the foreign agent, which then sends it to the mobile node. 



The packets are not routed to the mobile node directly, it will have to reach the home agent first. This introduces an additional overhead, which we denote as the dogleg route overhead.



The whole path from a network node to another network node consists of one or more links. The IP packets sent from a node will reside in the data portion of the particular link-layer frame. Each link-layer technology uses a maximum frame size, which cannot be exceeded. Different link-layer technologies have different frame sizes. For instance, Ethernet uses a maximum frame size of 1514 bytes, token ring uses a maximum frame size of about 2000 bytes, and SLIP uses a maximum frame size of about 200-300 bytes. The Ethernet frame header consists of 14 bytes; this leaves us with a maximum of 1500 bytes for data. The maximum size of the frame minus the frame header is commonly called the maximum transmission unit (MTU). 



An IP packet cannot be larger than the maximum transmission unit. Any IP packet that is larger than the maximum transmission unit will have to be fragmented into two or more IP packets (which can individually fit within the MTU), if it is to be sent successfully through the network link. The Ethernet network that we used has an MTU of 1500, which means that an IP packet must be less than 1500 bytes. The FTP file transfer between the correspondent node and the mobile node in our testbed uses IP packets of size 1500 bytes when it is sending bulk data, while the acknowledgement packets are about 40 bytes in size (20 bytes for the IP header and 20 bytes for the TCP header). The IP header is 20 bytes in size. When the bulk data’s IP packet sent from the correspondent node reaches the home agent, the home agent will add a extra IP header to the packet. The extra IP header causes the total size of the tunnelled IP packet to exceed 1500 bytes, and thus the tunnelled IP packet will have to be split up into two segments before being sent to the foreign agent. The fragmented packets will then have to be combined together when it reaches the foreign agent, and this process is called defragmentation. This requires additional processing at both the home agent and the foreign agent. We call this additional overhead the fragmentation overhead.



The tunnelling overhead, dogleg route overhead and the fragmentation overhead will always occur when the mobile node is at a foreign network, even when no handoffs occur. However, the occurrence of handoffs will further reduce throughput performance. 



Under the Mobile-IP protocol, every handoff will result in a minimum stall of about 3 seconds. Thus, 10 handoffs during a file transfer session will result in at least of 30 seconds where the file transfer did not proceed at all. This will degrade the throughput performance. We shall denote this effect as the handover overhead.

 

The tunnelling overhead, dogleg route overhead, fragmentation overhead and handover overhead will influence the TCP throughput performance.



We will now determine the total and individual TCP throughput performance degradations due to the overheads introduced by the 
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Fig. 1 - Mobile node is receiving bulk data from the correspondent node while the mobile node is at home. MTU is 1500 bytes 
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�Fig. 2 - Mobile node is sending bulk data to the correspondent node while the mobile node is at home. MTU is 1500 bytes
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Fig. 3 - Mobile node is receiving bulk data from the correspondent node while the mobile node is at a foreign network. MTU is 1500 bytes
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Fig. 4 - Mobile node is sending bulk data to the correspondent node while the mobile node is at a foreign network. MTU is 1500 bytes
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�Fig. 5 - Mobile node is receiving bulk data from the correspondent node while the mobile node is at a foreign network. MTU is 1450 bytes



operation of the Mobile-IP protocol. We will consider the effects of the tunnelling, fragmentation and dogleg route overheads first, the influence of the handover overhead will be considered later. An experimental method was used, with a total of 5 experiments conducted (each with a different network setup). The experimental setups are shown in Figs. 1, 2, 3, 4 and 5. Each of the experiments represents a different scenario. In alphabetical order, Fig 1 represents scenario A, while Fig. 5 represents scenario E. The individual scenarios differ in terms of the direction of the file transfer, the location of the mobile node, and the MTU settings at both the mobile node and the correspondent node. 



Table 1 summarizes the differences in setup between the five scenarios of Figs. 1 to 5.



As a result of the different setup in the scenarios, each scenario will have a combination of the tunnelling, fragmentation and the dogleg route overheads influencing the TCP throughput performance of the FTP file transfer. 



Scenario :�Sender of the file�Location of mobile node�MTU (in bytes)��A�CN�At home�1500��B�MN�At home�1500��C�CN�At foreign�1500��D�MN�At foreign�1500��E�CN �At foreign�1450��Table 1 - Differences in setup between the five different scenarios



In scenario C, the size of an acknowledgement packet is only 40 bytes, and so its encapsulated form is only 60 bytes. Thus, no fragmentation occurs in scenario C. The MTU of both the correspondent node and the mobile node were set to 1450 bytes in the case of scenario E. Thus, the IP packets reaching the home agent from the correspondent node is only 1450 bytes in size. The encapsulation process at the home agent only adds an extra IP header to the packet, which is only 20 bytes. Thus, the total size of the encapsulated IP packet is only 1470 bytes. As the MTU settings at both the home agent and the foreign agent is still 1500 bytes, thus the encapsulated packet does not need to be fragmented at the home agent before being sent to the care-of address of the foreign agent. Thus, no fragmentation occurs in scenario E. 



Scenario :�Tunnelling overhead present?�Fragmentation overhead present?�Dogleg route overhead present?��A�No�No �No��B�No�No�No��C�Yes �Yes�Yes��D�Yes �No�No��E�Yes �No�Yes��Table 2 - Presence of the tunnelling, fragmentation and dogleg route overheads in the five different scenarios



Note that the MTU is reduced only slightly from 1500 bytes to 1450 bytes, rather than from 1500 bytes to a far smaller value such as 1000 bytes or 500 bytes. This is because we want to minimize the influence of the MTU change on the TCP throughput performance (a smaller MTU will result in more packets that need to be sent for a given size of bulk data), which is not our intention. Rather, we want the MTU change to just prevent fragmentation from occuring in scenario E.   



For each of the scenarios, an FTP file transfer was started between the mobile node and the correspondent node. The size of the file was 30.2 Mbytes. A byte consists of 8 bits, hence the file size is also equal to 241.6 Mbits. The total time required for the file transfer to complete was recorded, using the statistics provided by the FTP application. This procedure was repeated for 20 times. We then obtained the mean and standard deviation of the results for each scenario. The results are shown in Table 3. 



The throughput achieved by a particular scenario was obtained by dividing the file size (in Mbits) with the mean transfer time (in seconds). An Ethernet network has a maximum capacity of 10 Mbits/s. The percentage throughput is the throughput of the file transfer divided by the maximum capacity of the Ethernet network. The effect of the acknowledgement packets and the Ethernet frame headers were taken into account by the results.  



Scenario :�Mean transfer time (s)�Standard deviation (s)�Throughput

(Mbit/s)��A�41.21�1.81�5.86��B�43.30�1.04�5.58��C�78.22�1.43�3.09��D�46.17�1.14�5.23��E�75.62�1.33�3.19��Table 3 - Mean transfer time and standard deviation for an FTP file transfer under the five different scenarios



The results of Table 3 enables us to determine the impact of the individual overheads of tunnelling, fragmentation and the dogleg route due to the operation of the Mobile-IP protocol on the TCP throughput performance. The results also allows us to determine the total influence of the three overheads on the TCP throughput performance. 



The total influence of the three overheads on the TCP throughput performance can be determined as follows. In scenario A, the correspondent node is sending the file to the mobile node, while the mobile node is at home. In scenario C, the correspondent node is sending the file to the mobile node, while the mobile node is at a foreign network. From Table 2, we see that in scenario A, none of the overheads are present throughout the file transfer. Meanwhile in scenario C, all the three overheads of tunnelling, fragmentation and the dogleg route are present. A comparison of the results of scenarios A and C will enable us to determine the total influence of the three overheads on the TCP throughput performance. The three overheads of tunnelling, fragmentation and the dogleg route causes the file transfer to take 90% more time to complete (� EMBED Equation.2  ���).



TUNNELLING OVERHEAD



The influence of the tunnelling overhead on the TCP throughput performance can be determined as follows. In scenario D, the mobile node is sending the file to the correspondent node, while the mobile node is at a foreign network. Meanwhile, in scenario B, the mobile node is sending the file to the correspondent node, while the mobile node is at its home network. From Table 2, none of the three overheads are present in scenario B, while only the tunnelling overhead is present in scenario D. The encapsulation process at the home agent, and the decapsulation process at the foreign agent is expected to take the same time whether the IP packet is bulk data (1500 bytes) or acknowledgements (40 bytes), because they are either adding or removing an extra IP header to the packet only. 



However, it is stated in Table 2 that the dogleg route overhead is not present in scenario D, even though the acknowledgment packets are being tunnelled from the home agent to the foreign agent, and is thus using the dogleg route. The justification for this assertion is as follows. The dogleg route overhead introduces two effects. Firstly, the longer route results in a higher delay before the packets reach the mobile node. Secondly, link usage will increase if the IP packet and its encapsulated form both use the same link while being routed to the destination. We shall see that these two effects are negligible for the case of scenario D.



The delay introduced by the dogleg route is insignificant for all scenarios. In our testbed, all the computers are located very near each other, with a maximum cable distance of less than 5 metres between any two computers. Even if we assume that the signal in the Ethernet cable travels only at 1% the speed of light, in our case it will take an additional propagation time of only one microsecond. Tests also show that the process of IP packet forwarding in our testbed only takes about 100 microseconds. Compare this with the packet generation time of about 1000 microseconds, the additional delay due to propagation and additional forwarding at the FA is negligible.  (The bulk data’s IP packet of 1500 bytes takes 1 millisecond to be generated at the network, for Ethernet’s link speed of 10 Mbits/s).   



In scenario D, bulk data, acknowledgements and the tunnelled acknowledgements are using the same link connecting the home agent, foreign agent and the correspondent node. The bulk data’s IP packets have a size of 1500 bytes, while the tunnelled acknowledgement introduces only an additional 60 bytes, which is only a 4% increase (this can be taken into account when we are obtaining the tunnelling overhead). However, in scenario C, bulk data, tunnelled bulk data and the acknowledgements are using the same link. This results in a 97% increase of link usage; twice the amount. This is the reason why the dogleg route overhead is said to be absent in scenario D. 



Thus, the tunnelling overhead causes the file transfer to take about 7% more time to complete (� EMBED Equation.2  ���).



FRAGMENTATION OVERHEAD



The influence of the fragmentation overhead on the TCP throughput performance can be determined as follows. The scenarios that we will be using are scenarios C and E. In scenario C, the correspondent node is sending the file to the mobile node, while the mobile node is at home. The MTU settings at both the correspondent node and the mobile node is 1500 bytes. Scenario E is the same as scenario C, except that the MTU settings at both the mobile node and the correspondent node is now 1450 bytes. From Table 2, we see that all three overheads are present in scenario C, while scenario E only has the tunnelling and dogleg route overheads. A comparison of the results of scenarios C and E will enable us to determine the influence of the fragmentation overhead on the TCP throughput performance. The fragmentation overhead causes the file transfer to take about 6% more time to complete (� EMBED Equation.2  ���).



DOGLEG ROUTE OVERHEAD



The dogleg route overhead can be determined using scenarios E and A, along with the results of the tunnelling overhead. In scenario A, the correspondent node is sending a file to the mobile node, while the mobile node is at home. From Table 2, none of the three overheads occur in scenario A, while the tunnelling overhead and the dogleg route overhead are present in scenario E. Thus, the difference in the results of scenario E with scenario A and the tunnelling overhead will give us the dogleg route overhead. The dogleg route overhead obtained using this method causes the file transfer to take about 80% more time to complete. (� EMBED Equation.2  ���). 



HANDOVER OVERHEAD



The handover overhead is an overhead that is caused by the normal operation of Mobile-IP whenever a handover occurs, where Mobile-IP does not immediately perform a network-layer handoff even though the link-layer to the current agent is no longer available and the mobile node is hearing advertisements from another agent.



The setup used to determine handover overhead is shown in Fig. 6. The correspondent node is sending a file to the mobile node, and the mobile node performs a soft handoff between the home agent and the foreign agent (either way) during the file transfer. � EMBED ABCSnap  
�
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�Fig. 6 - Setup used to determine handover overhead



Under Mobile-IP, the mobile node will begin a network-layer handoff procedure with another agent only when it has not heard from its currently registered agent for three consecutive agent advertisements. Thus whenever a handoff occurs, there will be a period of time equal to three times the agent advertisement interval where the network-layer connectivity is still not available, even though the mobile node can now hear advertisements from the new agent. In RFC 2002 [2], it is recommended that the minimum interval between agent advertisements is one second. Thus, every handover will result in at least three seconds of loss of network connectivity. We denote this period of loss of network connectivity as the MIP network handover latency.  



Experiments using the ping program with the setup of Fig. 6 indicates that the measured MIP network handover latency is actually 2.5 times the agent advertisement interval, rather than the expected 3 times. 




This difference is explained by using Fig. 7. Observe that the link-

layer connectivity to the current agent can be lost anytime before the next advertisement is expected to arrive. As the probability of the link-layer connectivity to the current agent being lost at a particular instant of time is independent of the time itself, a uniform probability distribution is used. This results on average to a loss of network connectivity of half the agent advertisement interval for the period between a received advertisement and the first missing advertisement. As a consequence, the MIP network handover latency will have a value equal to 2.5 times the agent advertisement interval, which agrees with our measured results.
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Fig. 7 - MIP network handover latency



The TCP connection will not continue immediately after the MIP network handover latency has finished. Rather, it will take an additional period before the TCP connection resumes its normal data flow. The TCP connection would have performed exponential backoff and unsuccessful retransmissions after timeout during the MIP network handover latency period. The next retransmission after the MIP network handover latency period will successfully reach its destination. This is followed by slow-start, which will lead to a resumption of normal data flow.  



The TCP handover latency is the period of time where no transfer of TCP data successfully takes place due to the process of handover. This is illustrated in Fig. 8.
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Fig. 8 - TCP handover latency



The round-trip time between any two nodes in our testbed is less than 5 milliseconds. If slow-start [3] takes less than 20 round-trip times (in practice, slow-start only requires a smaller value) to resume the TCP connection to its normal flow rate, the period between the first successful retransmission and the resumption of normal flow rate would only be 100 milliseconds, which is insignificant compared to the MIP network handover latency of about 2.5 seconds. This will be a significant factor affecting the value of the TCP handover latency only if the round-trip time has a big value (50 milliseconds or more).

Rather, in our situation, it is the exponential backoff and the time required for the TCP retransmission timer to timeout that will cause the TCP handover latency to be more than the MIP network handover latency. This is because TCP will have to wait until its timer times out before it can retransmit its unsuccessful packets, even though network-connectivity is already available.



Experiments using FTP with the setup of Fig. 6 indicates that the measured TCP handover latency is on average about 3.5 to 4 times the agent advertisement interval. The TCP handover latency is about 60% more than the MIP network handover latency. 



Thus, if an agent advertisement interval of one second is used, we expect a single handover to cause the TCP connection to stall for at least 3.5 to 4 seconds. The handover overhead will depend on the TCP handover latency, the frequency of handoffs, the duration of the TCP connection and the agent advertisement interval.



Given an agent advertisement of one second, a handoff frequency of one handoff per 30 seconds, a TCP handover latency of 4 seconds, a TCP connection that takes 180 seconds to complete without handovers will incur 6 handovers, resulting in an additional time of 24 seconds due to handovers. Thus, the handover overhead in this case is about 13%.



The handover overhead can be reduced by decreasing the values of the MIP network handover latency and the TCP handover latency. MIP handover latency can be reduced by decreasing the agent advertisement interval. The tradeoff of this approach is that more bandwidth of the link would be used up by the agent advertisements. An agent advertisement packet is less than 50 bytes in size. For example, if the agent advertisement interval was reduced to 10  milliseconds, the MIP network handover latency would be about 25 milliseconds. The additional bandwidth of the link used will be 40 kbps, which is only 0.4% of an Ethernet link capacity, or 2% of a Wavelan link capacity. The bandwidth consumption by the advertisements is constant even when the number of users of Mobile-IP increases. Thus, if we desire an MIP network handover latency of 25 milliseconds, this solution is feasible only when the link bandwidth is sufficiently big (in the order of Mbps). 



The other method of reducing the handover overhead is to decrease the TCP handover overhead. The round-trip time is not under our control. However a fast-retransmit feature could be implemented to immediately initiate a TCP packet retransmission once network-layer connectivity is available, rather than having to wait for the TCP retransmission timeout. In the fast-retransmit feature, Mobile-IP will inform the TCP connection that the network-layer connectivity is already available after a handover, the TCP connection will then immediately retransmit its unsuccessful packets. A disadvantage of this method is that the Mobile-IP and the TCP stack will have to be modified at both the mobile node and the correspondent node to support the fast-retransmit feature.



CONCLUSION



The effect of the Mobile-IP protocol on the TCP throughput performance was investigated. Compared to normal IP routing, the operation of the Mobile-IP protocol introduces four new overheads. They are the tunnelling, fragmentation, dogleg route and handover overheads. We observed that in our testbed, the Mobile-IP protocol significantly reduces the TCP throughput performance. The dogleg route overhead is the main contributor to the drop in TCP throughput performance. This is followed by the handover overhead. The tunnelling and the fragmentation overheads had negligible influence on the TCP throughput performance.



The dogleg route overhead affects TCP throughput performance in two ways. Firstly, there is an increased delay, variance and round-trip time due to the longer distance involved and the need to pass through more intermediate routers. This may be significant in the case where the two end nodes are very far apart, such as in a WAN. This effect was not present in our testbed because the end nodes are very near each other.  



Secondly, the dogleg route may cause both the packets and its tunnelled form to use the same links for part of its course to the destination node. Link usage is doubled, while actual throughput remains the same. If link usage was more than half the link capacity in normal IP routing, this effect may even reduce the actual data throughput.



As the dogleg route overhead is the main contributor to the degradation of TCP performance of Mobile-IP, it would be desirable to either reduce or eliminate this overhead. A solution called Route Optimization is available to eliminate the dogleg route overhead. However, this solution requires mobility support to be added to the correspondent node, which is not a convenient proposition.



The process of handover in Mobile-IP also results in a drop of TCP throughput performance. The operation of the Mobile-IP protocol, which results in the MIP network handover latency, causes a period of no network-connectivity for at least 3 seconds whenever a handover occurs. One way to overcome the handover overhead is to increase the frequency of agent advertisements, although this will result in an increase of link bandwidth usage. Another method is to use the underlying link-layer changes due to mobility to trigger a network-layer handover in Mobile-IP, rather than relying solely on the use of agent advertisements. This will reduce the MIP network handover latency and increase throughput performance.



Another effect of the handover overhead on TCP throughput performance is the triggering of TCP congestion control procedures once a handover occurs. As acknowledgements to the packets sent are not received during the handover process, TCP incorrectly assumes that there is congestion occuring in the network. TCP has to then perform a sequence of slow-start and congestion avoidance once the network-connectivity is available to bring the throughput up to its normal value, which requires a period of several round-trip times. This effect is only significant for situations which have high values of round-trip times, which is caused either by a huge distance between the two end-nodes or a small link-capacity. This effect had negligible influence on the TCP throughput performance in our testbed due to the small value of our round-trip time (5 ms).
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